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ABSTRACT

We present a novel application which integrates handwriting
and recorded audio in a semi-portable device: It allows users
to straightforwardly access particular points in recorded spon-
taneous speech via handwritten notes using temporal index-
ing. Initial interviews with 23 users and 28 non-users of office
audio showed a requirement for supplementing handwritten
meeting notes with a verbatim speech record of the conver-
sation, as well as problems in accessing particular points in
long audio recordings. On the basis of this, we built a pro-
totype system that combined co-indexed handwritten notes
and recorded audio in a digital notebook. The prototype was
tested on 67 users in field and laboratory trials. Laboratory
studies showed objective benefits of combined notes and au-
dio over notes alone, The utility of the access method was
shown by improved performance over current audio technol-
ogy such as dictaphones, We also found perceived benefits
of higher quality meeting minutes in field trials. An unfore-
seen benefit was the use of this device as an audio editing
tool. We discuss further technical extensions and user issues
in relation to the prototype.

KEYWORDS: Audio, "speech-as-data”, retrieval, handwrit-
ing, notes, indexing.

INTRODUCTION

Surveys of office practice show that speech is pervasive in
everyday working life: face-to-face interaction takes up be-
tween 25% and 50% of work time, and phone calls between
10% and 20%, depending on job type[11]. Furthermore
speech has been shown to be a critical medium for a num-
ber of synchronous problem-solving tasks(1, 2], and studies
comparing speech with other media for asynchronous anno-
tation tasks, have found speech to be more persuasive and
expressive than media such as writing[9].

Despite this, speech is crucially underexploited as a computer
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technology. Although voice-mail has been successfully ap-
plied to many US businesses, it is based around phone rather
than a computer infrastructure[ 14]. Similarly dictaphones are
often used in offices but seldom integrated with computing[3].
Applications of voice annotation are still relatively infrequent
although the reasons for this remain unclear[4, 9].

The focus of much past research on computer-based speech
has been into recognition and synthesis. Applications have
been slow to emerge here partly because of unresolved techni-
cal problems[20]. We discuss a different class of application
in which conversations are recorded, but not interpreted by
the computer. The system we describe captures, and provides
straightforward access, to spontaneous spoken interactions
via pen-based indexing. It treats recorded speech as data,
rather than converting speech to text. While recent work has
begun to address this new application of “speech-as-data”,
and some prototypes have already been built[3, 7, 13, 15],
this area remains critically underresearched.

Some "speech-as-data" applications have focussed on access
and organisation of brief segments of personal audio, such as
"ideas" or reminders [3, 15]. The Voicenotes application[15]
is a displayless device with a file system for short speech
clips. These can be accessed using combinations of voice
commands and hardware buttons. While the application
provided ready capture of verbal information on a portable
device, users experienced problems in navigating and ac-
cessing the audio file system. Another application provided
random access to telephone conversations, using automatic
segmentation, by pause analysis and speaker identification,
and visualisation of the resulting segments[7]. This enabled
“interesting quotes" from a conversation to be accessed and
saved. A final prototype offered phone access to speech dis-
cussion databases, giving users the capability of generating
and browsing messages using the phone as an interface[13].
These studies have begun to document the strengths and
weaknesses of "speech-as-data": while speech data is easy
to generate and capture, there are still outstanding problems
with access and navigation.

Given our lack of knowledge about this class of audio appli-
cation, we began with two interview studies. In the first, we
interviewed people who used audio recordings in offices, to
identify the main benefits and barriers they experienced. The
audio users who encountered the main problems were those
wying to transcribe and access large amounts of recorded
speech. A second study looked at non users of audio and
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investigated their note-taking activities in meetings. In meet-
ings important information is generated in speech, and the
ability to capture and access this spoken information may be
of high value. Currently people use pen and paper notes to
record and abstract important elements of this verbal informa-
tion. This second study focussed on the situations in which
handwritten notes alone are inadequate, and when a verbatim
speech record would be a useful supplement to handwritten
notes. On the basis of these user studies, we designed a semi-
portable device that integrates written notes with indexed
audio records in a digital audio notebook. The device em-
ploys a novel method for searching recorded speech: speech
is co-indexed to handwritten notes and the notes can be used
to access elements of the speech record directly. We then car-
ried out naturalistic and laboratory tests that we conducted on
the device. We were trying to address two key questions: (a)
what classes of user task require "speech-as-data"? (b) how
can users access and manipulate this type of data?

AUDIO USERS SURVEY

We first examined uses of recorded audio in the workplace
and interviewed 23 users of dictaphones and tape-recorders,
drawn from a variety of office professions[18]. There were
22 questions addressing: the audio device used; the tasks
and reasons why it was used; the problems of usage; and
improvements that might be made to the device. The semi-
structured interviews generally lasted about an hour.

Six users made long recordings of meetings or interviews.
They either transcribed the whole recording or listened to
it later to extract important points. Access seemed to be a
laborious trial and error process often using accompanying
handwritten notes.

‘I tend to roughly remember where it
is on the recording, then it’s trial
and error’’

'1I sometimes use my notes as a rough
guide’’

There was little use of indexing facilities such as the tape
counter for access. Only one of the users did so, and part
of the reason here was that the process was error-prone and
intrusive.

‘’1I don’t usually use the tape counter
because then you need to stop the
conversation and fiddle around with
the recorder trying to remember the
number.... then you have to write it
down’ ’

' 'sometimes I take note of what the
counter is, but I have to remember

to zero it before recording for it

to be ugseful’’

All these users emphasised the benefits of a verbatim record
of what was said and the freedom that recording allows them
to concentrate on participating in the discussion.

Theremaining 17 people used andio mainly for self-recording,
e.g. for dictation or aides memoires. They reported many
fewer problems with their current technology. Fourteen peo-
ple dictated letters to a secretary using a dictaphone. These
were brief (estimated at 3 minutes), and users had few diffi-
culties searching the audio after recording. This was either
because the message was so brief that the relevant part could
easily be located, or else users abandoned search and waited
until the material was typed up before reviewing it. A further
3 users were salespeople who used dictaphones to capture
their own ideas, thoughts, and “to do” lists, while on the
move. These were used as reminders and none of these peo-
ple passed the recordings on to secretaries for transcription.

All the systems used were portable and users stressed the
importance of this feature. For the whole group, 15 noted
the benefit of a verbatim record of a conversation, although
several of the users were wary of the prospect of recording
meetings and two had actually been refused permission to
record.

T don’t think meetings with clients
would be recorded because it would
give the wrong impression to them’’

We return to this problem in our naturalistic field trials and
conclusions.

The first study suggested that major benefits for new audio
technology may lie in being able to access specific portions of
large amounts of recorded conversations or meetings. Self-
recording seemed to be less promising for new technology,
given that users either perceived few problems with dic-
taphones, or they requested continuous speech recognition
which is beyond the scope of current technology[12, 20]. In
the second study we therefore focussed on meetings, where
there are generally large amounts of speech containing im-
portant information. We also investigated where notes were
used to capture crucial parts of the spoken record.

NOTE-TAKING SURVEY

We interviewed 28 professionals from a variety of different
jobs about their note-taking in meetings[8]. Prior to this,
we observed note-taking in a number of meetings, and infor-
mally interviewed the participants afterwards. We used the
observations as the basis of the interview questions. These
addressed: situations in which notes were taken; what types
of information are noted and what types are ignored; gen-
eral characteristics of notes such as layout, headings, dia-
grams, and dates; organisation, filing and storage; retrieval
and search of notes; physical properties of notebooks and
pens; and general problems experienced with notes. There
were 31 questions in total which formed the basis for semi-
structured interviews, lasting about an hour.

Most users saw note-taking as serving to capture and distil
key elements of what was said in meetings. The process was
error-prone and the majority of users (70%) reported prob-
lems with their current note-taking practices. The major ones
identified were: the failure to note facts that turned out to be
crucial afterwards; illegible names; uninterpretable abbrevi-
ations; the fact that often there was not enough time to write
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Figure 1: Combining speech and handwriting for indexed storage and retrieval

notes with the consequence that vital information was missed;
note-taking reduces the ability to participate in meetings; and
most generally, they reported that notes can be inadequate for
detailed understanding of what was said or agreed after some
time has elapsed. We found large individual differences in the
number, style and stated importance of notes. Much of this
seemed to depend on the interviewee’s job category. Certain
people, such as journalists, lawyers, marketeers and students
took extensive notes, and encountered more problems than
the other professions.

THE FILOCHAT SYSTEM

Taken together, the two studies suggest the utility of a system
for recording conversations as a supplement to handwritten
notes, and that amajor problem with current technology is that
it does not allow straightforward access to elements of that
speech record. We therefore designed a system “Filochat”
(see Figure 1) that co-indexed handwritten notes and recorded
speech, in a digital notebook. If users later wished to identify
what was said about a particular topic in the meeting they
could ¢t the part of their handwritten notes taken at the time
this topic was discussed. The system would then play back
what was said at the exact time that the original notes were
taken. This gives the user a means to directly access specific
parts of the record, without having to listen to large amounts
of irrelevant speech. The notion of coindexing handwritten
notes to sequential media for access is similar to the technique
used in the NoTime prototype, where analogue video and
audio were indexed to digital penstrokes[10].

The prototype consisted of a 33MHz Hewlett-Packard Vectra
IBM-compatible PC with a 400MB hard disk. It had an
installed andio card and was attached to an LCD tablet, a
SONY ECM-909 stereo microphone and a Fostex 6301B
speaker. The multimedia capabilities of MS-Windows 3.1
were used for manipulating audio, and the “Windows for
Pen” extensions for handwriting. The write-on tablet was a
WACOM HD-648A with screen dimensions 21cm wide by
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16cm high, with aresolution of 640 by 480 pixels. Audio was
processed using a MediaVision PAS-16, using a sampling rate
of 11.025KHz at 16 bits/sample. The drivers did not provide
compression, so audio recording generated 22.05 Kbytes/s
(nearly 80 Mbytes/hour). Added to this was ink data from the
pen at a maximum of 3.6 Mbytes/hour (this varied depending
on actual writing speed, amount of writing, and page turning
so actual data rates were less than this).

Figure 2 shows the Filochat user interface with notes taken in
areal meeting. We used anotebook metaphor for handwritten
notes, which were entered into a series of pages which in turn
could be organised into sections. When the user starts a
new section, Figure 2 shows that a header is automatically
generated containing the date and time, along with spaces for
adding handwritten details about topic and attendees. It was
possible to move through notes at the page or section level via
menu selections, or using the arrow indicators in the top right
of the page. Audio was manipulated using a software control
panel, accessed via the audio menu option. The controls were
similar to those on a cassette-recorder, with stop, record, play,
pause, fastforward and rewind buttons. Audio was organised
into tracks, and it was possible to skip forward and backward
between these. When users wished to access portions of
the audio associated with specific notes they could do so
by selecting the seek option on the audio menu, and then
gesturing at those notes. The system would then begin to
play the audio that was synchronised with these notes. The
system therefore provides access to important information
that is missing from, or only implicit in, the handwritten
notes. Thus in Figure 2, if a user wished to recall what the
acronym ADPN stood for, or what month “Fri 27th” referred
to, they could gesture at the appropriate notes and have the
relevant conversation replayed.

We first carried out a set of laboratory based usability tests,
where people executed simple note-taking, recording and
searching operations. On the basis of these, we made minor
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Figure 2: Screen dump for Filochat of notes taken in a meeting

modifications to the screen layout, menu options and paging
functions. We also experimented with different audio quality,
but user feedback indicated 8 bits/sample was needed. We
then conducted two different types of systematic user tests:
naturalistic field trials with the installed system; and labora-
tory tests comparing Filochat with competing technologies
such as pen-and-paper and dictaphones.

NATURALISTIC TRIALS

We asked people in Hewlett Packard Research Laboratories
who had already arranged meetings on our electronic book-
ing system, whether or not they wished to use Filochat in
their meeting[19]. Seven groups used the system in 9 dif-
ferent meetings. One participant in each group agreed to
take their notes with Filochat and received a 5 minute tuto-
rial on the system. The meetings were highly varied: the
number of participants ranged from two to eight, they lasted
from one to three hours, some were informal whereas other
were highly formal using printed agendas circulated before
the mecting; settings differed from a small lecture hall, to a
meeting room only large enough for six participants seated
around a table. We observed people during the meetings,
circulated a short questionnaire afterwards, and then looked
at people’s use of the system to access notes and speech after
the meeting. All participants received a short questionnaire
addressing questions about utility and intrusiveness. We ad-
ministered a longer version to the people who took Filochat
minutes. This included questions about using the system and
its design. With one exception, the system functioned effec-
tively, we observed few usage problems, and system users
reported few problems during the meetings. Figure 2 shows
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the output from one meeting.

Of the 37 people present in the meetings, 29 returned their
questionnaires. Questionnaires addressed benefits/drawbacks
of the system as well as system design features. The main
stated benefit of the device was that it allowed the generation
of higher quality minutes. People felt that there were benefits
to being able to listen to key parts of the meeting again.

‘‘Communication is such a strange
thing you can misunderstand
things so easily. Although I did
take longer to write up my minutes
using the Filochat I feel I did a
much better job’’

Our observations showed how users improved their minutes.
They selectively listened to the speech accompanying the
parts of the meeting where they believed their notes were
unclear. They then made additional handwritten annotations
to the original notes often on the Filochat itself. These were
then circulated in their handwritten form or typed up and then
circulated.

There was also unanticipated usage. Several researchers in-
dependently used the device as an audio editor to isolate key
verbatim quotes from interviews. During the original inter-
view they made brief notes to refer to potentially interesting
points the interviewees made. They later wernt back through
the interviews returning just to those notes, and then more
precisely marked the beginnings and endings of the quotes
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they wanted, and then recorded these to a separate audio
device.

‘*Tt’s great. I managed to collate
all the quotes I need in less than
half the time I would have taken
usually’’

We also asked about how people felt about being recorded.
Contrary to our expectations, 17 meeting participants claimed
not to have modified their behaviour at all as a result of being
recorded.

/I would have completely forgotten
about the recording if not for the
mikes in the middle of the table’’

Of the 12 people who had reservations about being recorded,
3 said that it depends on the nature of meeting being recorded,
with more formal meetings causing concern. Another contra-
dictory worry was that it might inhibit people from speaking
in meetings where it was important to be spontaneous, e.g.
brainstorming. Another issue was access to the recording.
People were happy with peers accessing the record but not
their managers.

Some people questioned the value of supplementing hand-
written notes, but opinions were divided about the types of
meetings for which notes alone were inadequate. Some users
felt that the system would be most useful in informal meet-
ings which tended to be more haphazard with correspondingly
poorer notes. In contrast, others commented that accuracy of
minutes was most crucial in more formal meetings, where
precision is necessary. Users’ retrieval behaviour was also
inconsistent on this point. We had two users who each used
the device twice, once for a formal and once for an informal
meeting. One user made more use of the audio record in the
formal meeting and the other in the informal meeting.

The system was usable; after a very brief training session,
people were able to carry out real work with it. Our question-
naire also yielded detailed information about system design.
A major problem with the system was its limited storage
capability. The system only stored an hour of audio and
this was insufficient for the lengths of meetings carried out
here. People wanted to access related sets of notes via situ-
ational information such as meeting topic, participants, date,
and time, They also requested better facilities for viewing
multiple sets of notes simultaneously, so that they could com-
bine the minutes of different meetings. The ability to make
secure and deletable records was very important, given peo-
ple’s concerns about being recorded. Finally they wanted
easy methods to generate hard-copy output and integration
with PC applications such as word-processing.

LABORATORY TESTS

One problem with the field trials is that it is difficult to eval-
uate objectively the benefits of the verbatim speech record
over handwritten notes alone. We therefore conducted a lab-
oratory study, in which we compared 30 subjects’ memory

Correct (%) | Time (mins) | Confidence (%)
Pen/paper 65 4.53 80.4
Dictaphone 85 10.75 755
Filochat 92 7.54 90.0

Figure 3: Comparisons of accuracy, efficiency and
confidence for different combinations of note-taking
and recording media

for a short speech passage in three conditions. In the first,
they could use pen and paper to take notes while they listened
to the passage, in the second they had a dictaphone and in
the third, the Filochat, and subjects were allocated to only
one of these conditions. The passage was about 200 words
long and lasted about one minute when spoken aloud. It was
taken from a text book on office behaviour and contained a
series of definitions of different corporate types, each with
differing characteristics. Subjects were given a short set of
factual questions after hearing the passage and were told to
answer them using whichever combination of memory alone,
notes, or audio record they chose'. We also noted how long it
took subjects to answer the questions, whether their answers
were correct, and how confident they were in their answers.
The results are shown in Figure 3.

As we expected, absolute levels of recall were higher when
people had access to the speech record in the dictaphone and
Filochat conditions, so there is clear benefit for this record.
Secondly the faster, superior recall of Filochat over dicta-
phone showed the effectiveness of our method for accessing
audio. However, despite the fact that a verbatim record was
available to both Filochat and dictaphone groups, they still
made errors at recall. Why was this? It seems that there is
a trade-off between access time and accuracy of recall. So-
lution time using pen/paper was quicker than Filochat which
was quicker in turn than dictaphone. When subjects could
quickly and directly access elements of the speech record with
Filochat, it seemed that they would do so. If however, they
experienced problems with lengthy searches as in the dicta-
phone condition, they might be more likely to rely on their
own unaided memory to save audio search. This is consistent
with their confidence scores, where confidence levels were
actually lower for dictaphone than notes, suggesting that a
number of answers in the dictaphone condition were derived
from memory rather than the speech record itself. Subjects
also made errors and had less than 100% confidence levels
in the Filochat condition. This also suggests that they are
sometimes prepared for efficiency reasons to rely on written
notes or memory, rather than the speech record, even when
this is at the cost of perceived and objective accuracy.

FUTURE DIRECTIONS

We have successfully prototyped a system that allows hand-
written notes to be indexed to a concurrent speech record,
which can then searched and used to supplement the notes. A
combination of naturalistic and laboratory studies show that

The resources available were different for each group: paper and pen
groups had no verbatim speech record, and dictaphone users had no hand-
written notes.









