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ABSTRACT

Identifying highlights in multimedia content such as video
and audio is currently a very difficult technical problem.
We present and evaluate a novel algorithm that identifies
highlights by combining content analysis with Web 2.0
data mining techniques. We exploit the fact that popular
content tends to be redundantly uploaded onto community
sharing sites . Our ., Ssoci al
identifies overlaps in uploaded scenes and then uses the
upload frequency of each video scene to compute that
scene®s i mportance i n t
evaluation shows the reliability of the technique: scenes
automatically selected by our method are agreed by
experts to be the most relevant.
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INTRODUCTION

Social networking tools are among the most frequently
visited websites for recreational purposes [2]. Recently
their use has expanded into professional contexts as an
essential tool for expertise sharing and knowledge
discovery [5]. Multimedia oriented social websites, such
as YouTube, are particularly popular. Network traffic
involving YouTube accounts for 20% of the total web and
10% of the whole internet [3]. Although only 3 years old,
YouTube now comprises around 60% of the videos
watched on the Internet.
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But recent studies [12] report significant amounts of
redundant footage in video sharing websites, with over
25% near-duplicate videos detected in search results.
Previous work has seen redundancy as a problem for
social websites, proposing methods to effectively remove
it. In this paper, we present a different perspective on
duplicated content. Rather than viewing it as a problem to
Be @xtidedofiBm the §yfef,wB dxpfloM i€to ektract uSeful
information for end wusers, addressing the difficult
technical problem of creating summaries of multimedia
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we apply social analysis techniques to multimedia content
as opposed to text. This is important because multimedia
content is known to be hard to analyse and summarise
compared with text.

Qur algorithm harnesses
patterns to provide human-generated semantic cues about
content in an unsupervised fashion. The intentional
selection of the same scene by multiple users indicates the
importance of that particular video clip. This intentional
clip selection is anal
behaviour: information that is exploited by major search
engines [7]. If such a clip is a part of a larger original
video (normally the case given the duration limits
imposed on uploading content to Web 2.0 sites), such
duplication provides information about regions of
importance within the larger event. We exploit
information about important regions to present content in
a more condensed form, i.e. to construct a summary.

We evaluated the utility of this hybrid method by asking
film experts to rate the quality of the scenes our algorithm
selected as highlights. Scenes that our algorithm had rated
as highlights were judged as such by users.

RELATED WORK

Video summarization and highlight detection are active
research topics. Because of the inherently multi-modal
nature of video content, most current automatic
approaches exploit low-level features of both audio and
moving images. Audio is frequently used to detect the
presence of significant events, such as explosions or
excited commentators [11]. Visual features can be used
analogously, e.g. detecting dialogues using colour
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Figure 1 Video identification scenario. The database of
monitored content, C, is queried via the CBCR system using
Qj as input query. The CBCR system is able to find that Q;

includes parts (or fragments) of several elements of C.

information to find sequences of visually repetitive shots.
Attempts have also been made to extract semantic
features from footage, using audio speech recognition or
applying OCR to captions and subtitles in the images
[10], but these methods are limited by the semantic gap.
Utilising domain knowledge can be effective however for
news abstraction and sports highlight detection.

Social information from Web 2.0 sites has been exploited
for recommendation and text summarisation. In [1],
del.icio.us user tags serve as query terms to find
associated websites, and snippets generated by each query
contribute to a summary of the discovered content.
However such approaches have currently been restricted
to text as opposed to multimedia content.

DETECTION OF HIGHLIGHTS

We present our method for video highlight detection. Our
hybrid approach fuses methods from two different fields,
i.e. video content and social network analysis.

Content-Based Copy Retrieval

We use video copy detection [9] based on robust hash
techniques that can detect duplicates under conditions of
visual quality degradation(frame size reduction, bitrate
reduction, other artifacts) generated in reencoding
processes [6]. Our robust hash function works in the
luminance colour space using a 2x2 spatio-temporal Haar
filter.

Identification of Duplicated Content

Content-based copy retrieval operates using two different
set of videos. First there is original content, i.e. the set of
videos that we want to identify in input queries, denoted
as

C={V:1<i<|C|}

where V; denotes each of the individual videos in the
collection. We also have a database of query videos, input
to the system to find matches with collection C. We
denote each of the elements of this database as Q.

Figure 2 Detection of overlaps. Four clips are identified by the

CBCR system as being part of V, depicting three different
scenes of it (one of them twice).

The system identifies if a given incoming stream, @Q;, is a
near-duplicate of an element in collection C, but also
detects partial overlaps. For overlaps, we say that a
fragmentof V; was identified in the input query, where
fragment is defined as a sequence of consecutive frames

v = (fm L Y, with [V < v

where f denotes the k-th frame of video V;, and
|[V;| denotes its duration (see Figure 1).

SOCIAL KNOWLEDGE MINING

We extract highlights of specific video clips, I/, for which
we have meta-information, i.e. titles. With these metadata,
we construct queries to retrieve all relevant resources
available from the social site. Additional search tools (e.g.
“related” r esour ceeasalysisgt@Qn

The CBCR system is applied to find overlaps amongst our
target video, V, and the query result set, Q; (see Figure 2).
Discovering overlaps enables us to define an importance
metric. This metric is based on the frequencywith which
different scenes of the target video V have been uploaded
to the social sharing portal. We express this importance
value for any given time, t, of the target video as

_ @0, nv® =g
(Qj:Q; NV = @}

where V® denotes the frames at time t of video V, and set
intersection represents visual overlap, which we find
automatically using our CBCR algorithm. The time series
obtained by computing 9, for all possible values of t is
what we ¢ a | | imgofaace timelin& According to our
definition, peaks indicate potential highlights.

O

Highlights selection

The importance timeline is a continuous function but we
need to present discrete scenes to users. We therefore
identify specific highlighted scenes, by analysing the



neighborhood around maximal points 9J; in the series to
find the appropriate boundaries of each highlight scene.

We compute a threshold (9, D) dynamically from two
variables: the importance value at the current maximal
point being considered, and a parameterisable maximum
duration for the selected scene

9(19le) = w 'ﬁk .(p(llD)

Here, w is a fixed weight factor, | denotes the current
length of the scene selected so far, and ¢@(l,D) is a
weighting function so that

1 l

%Lrgtp(l,D) = i.e. (,D) ==D

To further enhance the boundaries for these detected
scenes, we analyse the video shot structure using a colour
histogram difference-based algorithm [8] to detect abrupt
transitions between shots taking advantage of natural
boundaries to delimit time points later used as scene
boundaries. An example is shown in Figure 3.

ASSESSMENT PROCEDURE

But does this automatic method successfully identify
highlights? To test this we evaluated the quality of
automatically  extracted  highlights against user
judgements. We first identified scenes that our algorithm
had analysed as being of differing levels of importance.
We selected some highly important scenes along with
others at intermediate and low levels of importance. We
then presented users who knew a given film with a series
of clips of varying quality from that film, asking them to
rate the extent to which each clip was a highlight. We
wanted to see whether user judgements of quality
replicated our automatic analysis of scene importance.

Collecting importance judgements from users

We built a web-based application to collect experts"
importance ratings for the target clips. For each film,
participants were asked to rate a set of 18 clips presented
3 clips at a time. Each set consisted of a clip our
algorithm rated as of top importance, a clip of medium
importance and a clip of low importance. We selected 6
top, 6 medium and 6 low quality clips for each film. The
clips, illustrated as peaks in Figure 3, were classed as high
importance. Clips below this but with more than 0
uploads were categorized as medium importance. Finally
clips with no uploads were classed as low importance.

Each clip represented a full scene, ranging from 1-3
minutes, based on an extensive pilot to determine best clip
length. Clip cuttings were dynamic to preserve the
integrity of self contained individual scenes. Before
ranking clip importance, participants could play each clip
as many times as they wanted.
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Figure 2 Importance timeline.

Participants

We recruited 45 participants by posting to special interest
film sites and social networking sites. They generated a
total of 86 sessions, and 945 clips judgements, with 15
users rating multiple films. They had no prior knowledge
of the project or our research hypotheses. None of the
participants had used the ratings system before.

Experimental Procedure

The experiment took place on the web. Participants rated
a chosen film in a single session. We first provided a
detailed tutorial on the rating system. We then asked our
participants to select the film that they wanted to rate, and
their knowledge level about that film. There were 4
knowledge levels: passing knowledg@vhere the film had
been seen only once and not very recently),
knowledgeablgwhere the film had been seen once but
more recently), expert(where film had been seen more
than once but not recently), world expert(where film had
been seen more than once but recently). Users were only
allowed to rate the same film once, although they could
rate multiple films. Those who rated multiple films could
choose different knowledge levels for each film, although
we asked users to focus on films they were familiar with.

Participants were presented with a set of 3 clips
containing 1 high, 1 intermediate and 1 low significance
clips, as identified by our algorithm. These were selected
from a random pool of clips, and order of presentation
was randomised with respect to algorithm importance.
Participants were asked to decide on their ,favourite", ,not
so favourite®, and ,least favourite" clips in each triplet.
We used this terminology as it is commonplace on social
networking sites. During piloting we also tried a different
ratings method using 1-5 , st ar s " , but
reliable as well as more time-consuming for our users. We
also recorded how long they played each clip.
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Figure 4 Correlation as a function of the knowledge of
participants. The higher the confidence of participants on the
knowledge of a film, the higher the correlation between the
user judgements and the automatically generated results.

After participants had submitted their film ratings, we
asked them to provide general qualitative comments about
their ratings.

EXPERIMENTAL RESULTS
Relation between the User Importance Ratings and the
Algorithm Importance Ratings:

For each clip we analysed the relation between (a) the
ratings provided by participants and (b) the importance
coefficient generated by the algorithm. Both metrics
ranged in value between 1 (for top scenes), 2 (for average
scenes) and 3 (for unimportant scenes).

We first correlated all user and algorithm importance
metrics. This was significant (S p € a r mha=n0:351, p
< 0.01, 944 df) showing a clear relation between
automatic methods and user judgements.

Knowledge Effects:

However, despite our instructions, some users rated films
that they were less familiar with. Such non-expert ratings
are likely to correlate less well with our algorithm. If we
consider just those judgements where participants rated
themselves as ,expert"
increases to 0.467 (p<0.01, 320 df). As Figure 4 shows,

Algorithm Importance
Rating

Count 1 2 3 Total
User 1 72 21 14 107
Importance
Rating 2 18 55 34 107

3 17 31 59 107
Total 107 107 107 321

Table 1 Contingency table for participants with two top
knowledge levels: 1) Expert and 2) World expert only.
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Figure S Correlation as a function of knowledge for different
films.

higher correlations are obtained for higher user
knowledge levels.

The contingency table is shown in Table 1. The main
diagonal represents the frequency of agreement, while the
values off the diagonal represent disagreements between
automatic and user provided judgements. If user and
algorithm judgements were totally aligned we should
expect all scores to lie along the diagonal. The table
shows high agreement, with the diagonal being more
highly populated than off diagonal scores. Furthermore it
shows that confusions tend to occur for clips less highly
ranked by the algorithm. Clips scored by the algorithm as
moderate were sometimes classified as low by users, and
algorithmically low as moderate. judgement

Film experts also spent less time re-playing the clips
before judging them. A one-way ANOVA with play time
as dependent variable and knowledge level as
independent variable showed a significant affect (F(3,
944)=7.53, p<0.0001). These findings validate our
method, offering behavioural support for participants"
self-evaluations.
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suggests that action films led to better correlated ratings.
For slower pace films, it is somewhat more difficult to
agree on key moments, as there may be fewer visually
salient scenes, and subjective rating factors become more
significant.

Number of Uploads and Relation between User
Judgements and Algorithm Scores.

We then applied a linear regression test to determine the
extent to which our algorithms accuracy was affected by
the number of overlapping uploads. Number of uploads
was unrelated to correlations between algorithm and user
judgements. This suggests we had collected enough



overlapping videos to generate sufficient data to obtain
accurate algorithm scores.

DISCUSSION

We present a novel hybrid approach to the unsupervised
selection of highlights from video footage. It combines
content-based video analysis techniques with social
information processing to address the technically difficult
problem of summarizing videos. Our method successfully
circumvents the limitations of current content analysis
methods, exploiting knowledge available in video sharing
social websites. First, robust visual content-based analysis
algorithms identify redundant scene uploads from
different users. We then use this information to build
importance time series that we analyse to locate the
highlights of video elements. The results were shown to
be reliable in a subsequent user evaluation when expert
users" judgements agreed with our algorithm.

The ability to detect semantically meaningful scenes from
video clips in an unsupervised fashion has many
applications. For example techniques that analyse users
repeated access and annotation behaviours have been used
to detect important regions of both recorded lectures and
meetings [4]. Similar hybrid techniques might also be
used for finding favourites in photo collections such as
Flickr. However there are interesting empirical questions
about the influence of content: would there be user
consensus about highlights for data such as political
debates or news?

There are also improvements we could make to the
algorithm. We intend to apply additional computer vision
techniques to help locate scene boundaries during the
detection procedure. Shot clustering based on global
visual features has been successfully used before with this
goal. We could also explore different functions for
weighting uploads, as at the moment we calculate
importance using simple frequency. We might also
exploit metadata available on video sites, for example
combining redundancy with commenting behaviour.

This work reports an important direction for future Web
2.0 and social information processing research. So far
previous work has focused on using social information
(such as tags) to organize and retrieve textual data.
Techniques for accessing text are relatively well
understood however. But with the massive increases of
multimedia data such as pictures and video now available
we desperately need new methods for managing such
information. Hybrid social and content analysis methods
such as those we report here represent a promising future
direction for accessing such data.
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